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Biomedical Research as a Connected Digital Enterprise 
 

The need for a connected biomedical digital enterprise.  The future of the biomedical research 
is to become a connected digital enterprise that consists of a variety of digital objects 
(assets) that are becoming increasingly discoverable, uniquely identifiable and include 
associated provenance and annotation.  Examples of digital objects are individual datasets, 
software tools, pipelines and modules and the respective metadata for any of these objects, 
narrative in the form of a paper or grant application, and metadata about physical objects 
used in experiments such as type equipment and reagents used. Metadata is key to 
connecting the digital enterprise. 

As biomedical data and other digital objects become larger and more diverse and as the 
analyses become increasingly complex, a connected and interoperable digital enterprise 
will become essential.  The intent of developing a connected scientific digital enterprise is to 
support new discovery and knowledge and to facilitate both sharing of that knowledge and 
appropriate attribution of such contributions. Such a digital enterprise would be distributed 
but would appear to be seamlessly connected through interoperability and (where 
appropriate) common standards, annotation, and/or interfaces.   

Computing Infrastructure to support a digital enterprise.  To enable this vision a flexible and 
scalable computational infrastructure will be essential as this will provide the foundation 
for where digital objects such as data and metadata objects can reside, be accessed and 
provide the systems and tools for how data and metadata objects are identified, organized, 
managed, analyzed and importantly, found.  Such an environment would allow digital 
objects to be readily accessible and shareable by various stakeholders such as NIH grantees, 
the broader biomedical research community, other government agencies and the private 
sector.  

Cloud computing1 platforms fit this profile well and commercial clouds are increasingly 
being utilized by the biomedical community as their on-demand scalable computing 
architecture is readily suited to rapidly analyzing large data sets at relatively minimal 
expense.  Clouds can be further classified (in order of increasingly broad access) as private 
(available for a single organization), community (available to a specified range of 
organizations) and public (available to any organization). Hybrid clouds utilize both public 
and private cloud resources to provide an integrated (service) platform for an organization 
or group that manages digital objects with a wide range of data of varying degrees of 
sensitivity.  This model is increasingly being utilized by the biomedical research community 
as it takes advantage of the scalability and cost-effectiveness that a public cloud offers and 

                                                             
1 The National Institute of Standards and Technology (NIST) defines cloud computing as having 5 essential 
characteristics: On-demand self-service, Broad network access, Resource pooling, Rapid elasticity, and Measured 
service. From an end user point of view this translates into readily scalable IT capacity that is delivered and 
priced as commoditized services via networks. For additional information see: 
http://csrc.nist.gov/publications/nistpubs/800-145/SP800-145.pdf  
 

http://csrc.nist.gov/publications/nistpubs/800-145/SP800-145.pdf
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the private cloud’s ability to satisfy regulatory requirements for data handling and storage 
and to support organizationally sensitive operations and materials.  

Cloud computing environments can accommodate the (long term) storage or access to 
multiple large and commonly used data sets and most already have some level of data 
management, access control systems and discovery tools available within their confines. 
Clouds afford the ability to co-locate data and analysis tools bypassing many of the current 
limitations associated with more conventional information technology solutions (ranging 
from slow data transfers to policy restrictions on copies of data) and thus provide an ideal 
place for biomedical researchers to collaborate, share and enable discoveries to occur. 

The cloud currently offers some of the most flexible, scalable and possibly cost effective 
infrastructure currently available. Although the Commons will take advantage of this 
resource, a truly connected digital enterprise will need to be able to easily interact and 
interoperate between commercial and hybrid cloud environments, supercomputing 
environments and any other legacy systems that support biomedical digital objects. This 
model of the Commons is vital to the sustainability of the biomedical research enterprise in 
the coming years. 

 

The NIH Commons – The Connected Digital Enterprise Becoming a Reality  
 

Defining the Commons.  The NIH proposes to launch the Commons, a community controlled, 
cloud based environment that will support the use of digital biomedical objects by 
biomedical scientists. Because cloud computing currently offers some of the most flexible, 
scalable and cost effective infrastructure currently available, the NIH proposes to 
implement the Commons as a federated, hybrid cloud environment that will enable public, 
institutional and private clouds and high performance computing environments to 
interoperate in an open ecosystem. 

The initial instance of the NIH Commons will leverage the flexible and scalable 
computational infrastructure of the cloud to create a dynamic environment that supports 
discovery, connectivity and sharing of digital objects thus paving the way for a connected 
digital enterprise to become a reality.  The Commons would be readily accessible and 
shareable with any community not just the NIH. Continuous community engagement is 
essential for the Commons to remain robust and useful and its evolution should be driven 
by the needs of the community.  

Content and Rules for the Commons.  The Commons will enable biomedical scientists to 
readily access, analyze and share their own data and analysis tools and also access to 
multiple and diverse data objects including large high value public data sets.  It is expected 
that the Commons will contain clinical data and metadata objects and these will need to 
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have appropriate security, privacy and access controls in place.  Controls that must be 
determined by the steward of the digital objects that exist in the Commons 

A core component of creating a connected Commons is the development of a minimum set 
of community-accepted rules. As a starting point, unique research object identifiers for 
objects within the Commons will need to be applied to digital objects including data and 
metadata sets, data standards, software, documents etc. One example of a widely used 
unique research object identifier is the DOI that the publishing industry uses for scientific 
publications.  The combination of unique research object identifiers and availability of data 
and software discovery tools will make objects findable within the Commons.  However, 
once discovered, objects within the Commons must also have useful computable 
descriptions (metadata) that conform to some community-accepted standards in order to 
be useful and actionable. These, data and metadata standards themselves must be digital 
objects within the Commons to provide the essential linkage and annotation that makes 
such resources more usable by the research community.   

The Commons should support innovative development of new and novel interfaces for 
exploring, mining and connecting digital objects within the Commons. These should address 
the needs of both the highly skilled computational biomedical scientist as well as the non-
computationally savvy biomedical scientist, as the Commons must support a wide variety of 
users to be successful, and not simply be built by computer scientists for computer 
scientists. 

 Community engagement. All these activities should develop from ground-up discussions 
and interactions with the community as well as input from NIH and other organizations. 
Activities should be tested and implemented, where possible, through specific, interested 
research communities to prove usability and effectiveness. 

 

Mapping the Way Forward   
 

To achieve this ambitious goal the Commons will be developed through a series of pilots to 
test the various elements that constitute the Commons and ensure the effective 
development and deployment of a sustainable and dynamic environment that meets and 
evolves with the needs of the community. 

The Elements of the Commons 
 

1. Computing Infrastructure 
The Commons will be implemented as a federation of scalable public and private 
clouds and/or dedicated high performance computing (HPC) environments that 
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meet NIH (and community) defined requirements for access, interfaces, identifiers, 
metadata, information assurance, authentication and authorization.  
While the full eventual implementation of the Commons is envisioned to be a hybrid 
of commercial and academic compute and storage resources, the initial set of pilots 
will focus on establishing multiple commercial clouds in an interoperable 
framework. 
 

 
2. Community Control 

Although the NIH intends to provide funding and staff resources to help launch the 
Commons, and standards for how the clouds that make up the Commons must 
operate, the NIH will not own nor directly govern the day to day operations of the 
Commons.  
The NIH intends to provide resources to make digital objects available in the 
Commons, and then enable investigators to use other resources (grants, 
philanthropy, etc.) to carry out research using those digital objects in the Commons. 
This is possible, because the activities that the NIH will carry out in direct support of 
the Commons primary purpose is to make these objects available in the context of 
these scalable providers of information technology resources (i.e. public and private 
clouds and HPC centers).  
To put it another way, the Commons is a means of getting research data, metadata, 
and software into an environment where other researchers can use their own 
resources to carry out additional research. 
 

 
3. Compliance and Data Policy Requirements 

It will be essential for the Commons environment to enable depositors and users of 
digital objects to comply with current regulations that pertain to security and 
privacy of biomedical data objects 
Policies for the NIH Commons should be consistent with NIH policies governing the 
sharing of federally funded research results and resources, this will be especially 
important for controlled access data such as dbGaP. 
The ADDS (Assoc. Dir. for Data Science) Office will work closely with the with the 
NIH Office of Science Policy (OSP) on development of any new policies needed that 
pertain to submission and sharing of data through the NIH Data Commons. 
Since making significant amounts of public, but controlled access, data available to 
researchers is a major goal of the Commons, it will be important for the Commons to 
engage stakeholders around the areas of compliance with existing access 
requirements (e.g. trusted partner) and/or changes to NIH policies.  

 
 

4. Digital Objects Identifiers = Research Object Identifiers? 
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A system for developing and deploying unique digital object identifiers will be 
needed to ensure that objects within the Commons are discoverable and citable.   
While certain minimal characteristics of these identifiers are relatively self-evident 
(e.g. persistence, versionability, ease of use and reasonable cost), it will be 
important to obtain broader community input prior to selection of a Digital Object 
Identifier technology. The concept of adopting the term Research Object Identifier 
(ROI) for objects within the Commons has been discussed and this would help 
disambiguate from the current DOI approaches. 
BD2K (Big Data to Knowledge) has initiated activities in this area through the Data 
Discovery Index Coordination Consortium (DDICC), which will be funded in 
September 2014.  This project will work with stakeholders across the community to 
identify key challenges and potential solutions to making digital data objects 
discoverable and citable.  The Software Discovery Index, a corollary to the DDIC is 
exploring this area as it pertains to software objects.  
 
 

5. Digital Objects Supported by the Commons 
The Commons is meant to be a general purpose repository and computational 
resource to support the biomedical research community. However, there are certain 
categories of digital objects that are going to be essential to ensuring that use of the 
Commons is in the interest of investigators. These categories include: 

a. Large, high value biomedical data sets such include 1000 genomes, TCGA, 
Human Microbiome Project,  

b. NIH supported repositories such as PubMed and Reporter 
c. Core community data resources such as, PDB, Model Organism Databases, 

etc.  
d. NIH Institute specific portals or information. 
e. Community derived data standards that facilitate use, reuse and sharing of 

data objects. 
The federated nature of modern networks does not necessarily require that these 
objects exist, directly stored in specific clouds, alternatives such as the ability to 
access data slices, data indexes or pointers from other resources would be 
satisfactory. 
 
 

6. Digital Object Access and Services 
A collection of capabilities to systematically access, retrieve, find and share data 
objects across the Commons.  

a. Ability to deposit and retrieve digital objects. 
b. Access to discoverability tools for finding data objects. 
c. Access to the most current community derived data standards that facilitate 

use, reuse and sharing of data objects.  BD2K is establishing a series of 
activities to help identify and further develop (as necessary) additional 
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standards for data and metadata, to help ensure that digital objects in the 
Commons can be used.  These activities will work closely with the 
developing Commons in a coordinated fashion. 

d. Methods for citing data objects within the Commons. 
e. Direct API level access to data objects; 

i. Platform-as-a-Service (PaaS) APIs- integration with databases, 
portals, and storage components 

ii. Software-as-a-Service (SaaS) APIs: Provide direct access to software 
applications. 

iii. Infrastructure-as-a-Service (IaaS ) APIs;  control specific cloud 
resources e.g. rapid provisioning or de-provisioning of cloud 
resources. 

 
7. Digital Object Analysis Services  

Deploying robust, scalable and well- documented analysis pipelines and tools within 
the Commons environment and the ability of investigators to direct Commons based 
digital objects into these pipelines. 

a. Deployment of a framework for distributing and deploying robust analysis 
pipelines and tools. Such a capability would function as an ‘app store’ that 
let’s investigators, search, browse and select appropriate tools. 

b. Deployment of key and fundamentally useful analytics pipelines and tools. 
c. Support for version controls that enable investigators to more accurately 

reproduce experiments. 
d. Measures of usage and a framework for user comments  

 
The earliest versions of the Commons are likely to lack some of the ease of 
use of most commercial app stores for mobile computing applications. 
Nevertheless, this should make it easier than the current environment, and it 
is an opportunity for various cloud providers to demonstrate value to the 
research community (and hence interest in the use of their clouds) by 
providing the most usable support for analytic tools. 
 
 

8. Navigating the Commons 
The ability to easily navigate, use and reuse objects within the Commons. 

a. Knowledge Portals – A unified platform for delivery of information offering 
users a single point of access for viewing and acting upon data objects. 
Portals are of high value to users without strong computing backgrounds. 

b. API access – direct access to data objects for those with computing expertise. 
Details are described above in Section 6 - Digital Object Access and Services 

c. Navigation and access via mobile devices. 
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9. Training 
Provision of training materials to enable users of all computational abilities to easily 
understand how to access and use the Commons efficiently and effectively. 
Training materials should be incorporated and integrated into the Commons and be 
easily accessible, they themselves become digital objects and therefore finable 
inside the Commons. 
 
 

10. Evaluation and Metrics 
Evaluating the utility, ease of use, value and reach of the Commons to the biomedical 
community and NIH. It will be important to developing appropriate metrics that 
provide accurate feedback about usages, utility, impact and reach of the Commons.  

 

 

Commons Pilots 
 

1. Public cloud access via a broker model + cloud conformant models. 
Utilizing a federation of scalable public clouds that meet NIH defined requirements 
for security, easy access and ease of use.   
Although the initial plans for the Commons will leverage public clouds it is fully 
appreciated that in the near future the Commons will need to interact and 
interoperate with hybrid cloud environments, supercomputing environments and any 
other legacy systems that support biomedical digital objects in order to ensure its 
sustainability and broad utility. 
The initial cloud pilot activities for the Commons involves the NIH providing 
resources that can be utilized by individual investigators that wish to make digital 
objects available for sharing and reuse. However, instead of building a system, 
investigators will request storage and/or compute and other specialized resources 
in the conformant cloud of their choice. The NIH would then obtain these resources 
via a third party broker or coordinating center. The broker would turn the 
requested resources over the custodian of the digital objects and support them as 
they make the relevant digital objects available in the Commons. This business 
model (shown in Figure 1, below) will enable the NIH to rapidly support community 
construction of the Commons, ensure that the deployed cloud resources are well 
matched to the digital object, and reduce costs via competition. 
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        Figure 1. Cloud Pilot broker business model for the Commons 
 
 
 

2. Establishing space for individual Investigators in the Commons.   
This pilot would support access to limited amount of storage space (20TB) for 
individual NIH investigators in the Commons, test the cloud broker models and 
provide a base line for cloud usage and access.  This pilot will generate digital 
objects and information about usage of the Commons for data storage, access, and 
should also provide information sustainability options. 
Digital objects from individual PIs will also provide information on challenges 
associated with digital object discovery, annotation, and management that will 
inform larger-scale consideration of scalability of the endeavor. 

 
 

3. Developing and deploying NIH Institute specific systems or projects into the 
Commons. 
This pilot would support the development of a unified, access controlled space for 
development and deployment of NIH institute specific projects that represent a 
specific biomedical topic with multiple grantees developing methods, protocols, 
analysis tools and generating and storing results. 

a. Example of such projects to be explored HMP and BD2K-LINCS (Common 
Fund) Model Organism Data bases (NHGRI), NCI Cloud pilots, NIAID, NHLBI 
others? 
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4. High value data sets available in the Commons.  

Developing a community plan to identify and prioritize which high value data sets 
should be implemented into the Commons first. 

a. Collaborating with staff from diverse NIH ICs and current NIH grantees ICs  
b. Collaborating with public cloud providers on large data set delivery, access 

and long term sustainability models. 
 
 

5. Leveraging current data object discovery methods and testing these in the 
Commons.  

a. Collaborating with public cloud providers  
b. Providing sandbox on public clouds for testing DDI (Data Discovery index) 

and SDI  (software Discovery Index) concepts. 
 
 

6. Deploying data standards to the Commons. 
Data standards are digital objects and should be discoverable and well annotated 
within the Commons.  BD2K has been developing a major effort in the area of 
supporting community based standards initiatives and making them more 
accessible and discoverable. This pilot would leverage those efforts and develop a 
plan to deploy community standards and their associated metadata into the 
Commons. 
 
 

7. Connecting the BD2K Centers of Excellence efforts.  
Each of the proposed 11 BD2K Centers of Excellence in Big Data represent a unique 
system and could provide useful test cases for deployment of self-contained systems 
within the Commons.  Data science methods being developed within each of the 
BD2K Centers of Excellence could be useful in various efforts within the Commons. 

 

8. Training in use of the Commons and connecting BD2K trainings efforts. 
a. Online courses and training materials are examples of digital objects and 

will be included in the Commons.   
b. BD2K-funded MOOCs and training materials will be early adopters of the 

Commons formats  
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Next Steps and Timelines  
 

This is an ambitious plan with many interdependent components. It will be essential to 
carefully determine which steps are taken next so as to ensure we develop a useful, viable 
and flexible environment with ample community input. 

Next Steps  
 

1. Obtain feedback about the NIH Commons document from;  
a. Sept 3, 2014 ADDS Data Science Workshop 
b. BD2K Executive Committee, BD2K working group, BISTI, other NIH 

institutes and groups including NCBI. 
c. Other government agencies: Other HHS agencies, NSF, NOAA, DOE, others? 

 
 

2. NIH Commons RFI. 
a. Make this document available to the broader community for commentary 

via an RFI.  
b. Utilize social media to gather feedback about the Commons document and to 

reach out to a much broader community than NIH or biomedical scientists. 
 
 

3. Develop and release RFIs for Commons Pilots 
 
 

4. Evaluate and prioritize Commons Pilots based on needs and feasibility. 

 

5. Reach out to other government agencies and organizations that have been 
developing their own version of a Commons/Cloud to better understand the 
landscape and how these entities are dealing with the opportunities and challenges. 
This will also provide an opportunity to discuss and develop strategies for 
interoperability between various Commons/Cloud efforts.  

a. NIH: e.g. NCI, NIAID, other NIH IC? 
b. Other agencies HHS, NSF, DOE (Magellan, others?) 
c. Community based: The Broad, Bionimbus, others?? 

 

 

Time Lines 
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Figure 2. Draft timeline for the NIH Commons next steps. 
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